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Abstract. Geographical information is achieving an increasing impor-
tance in the World Wide Web. Recently, the web saw a growth in the
use of map-based services; however, these services are usually used as
visual yellow pages rather than search engines. The action of finding a
web page relevant to a specific topic and a specific area is still mostly
dependent on classical keyword based methods. In this paper we present
Geooreka, a web search engine integrated with a GIS database, which
allows to search web documents that refers to an area visually config-
ured by a user by means of a map. Our preliminary results, show that
our search engine could actually improve the quality of geographically
related web searches.

1 Introduction

Geographical information is achieving an increasing importance in the World
Wide Web. Many engines use the information on the user location to improve
searches. Recently, the Web is seeing also a growth in the use of map-based
services, such as Google Maps or Yahoo! Maps1. The type of interaction pro-
vided by these map-based services is usually related to finding activities such as
restaurants, cinemas or hotels in specific places. We can think of these services
as map-based yellow pages.

The studies carried out by Sanderson and Kohler [1] and Gan et al. [2] over
logs of web search engines show that searches for geographically-constrained in-
formation (such as “riots near Paris”) usually constitute from 14% to 18% of
the total number of web queries. This is a significant quantity of queries, which,
currently, standard text-based search engines do not handle in an appropriate
way. Recently, the Information Retrieval research community has demonstrated
an increased interest about this issue, as it is testified by the evaluations carried
out at GeoCLEF2 and the annual GIR (Geographical Information Retrieval)
Workshops3, being held since 2004. A prototype of a spatially-aware search en-
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gine was also developed in the SPIRIT project, taking into account these issues
[3]. In this approach, textual queries were processed in order to extract spatial
relationships and translated into queries over a GIS (Geographic Information
System) system, taking advantage of the functionalities that these systems can
provide. In their work, they introduced the definition query footprint to indicate
the relevant portion of the map with respect to the user query. Chen et al. [4]
focused on the efficient representation of documents, using a grid model for the
purpose of spatial selectivity during data access. Our view is that it is necessary
to build a bridge between the GIS and GIR communities, a bridge that is par-
ticularly needed to the second one in order to get an exit from its dependence on
keyword-based methods. The conclusions of Kornai at GeoCLEF 2005 [5] shown
that most GIR systems failed to take advantage from the use of geographical
information and were outperformed by standard keyword-based systems.

Our experiences at GeoCLEF [6,7] suggested that the use of term-based
queries may not be the optimal method to express a geographically constrained
information need: for instance, consider the query “Ville del ponente genovese”
(Villas in the ponente of Genoa). Putting this query in Google resulted quite frus-
trating, finding only two relevant results among the top 20 results, the first being
in 7th position4. Moreover, the toponym “ponente genovese” is not present in
any geographic gazetteer, although it is commonly used in documents and news
(at least by the local community). In order to process the query and obtain the
best results we should expand the query with the place names that are usually
intended to be contained in ponente. It is clear that this process should be auto-
mated, but without a gazetteer containing the toponym “ponente genovese”, it
is impossible to be carried out. Therefore, we are developing (Geooreka) to allow
users to express their information needs in a graphical way, taking advantage
from the Yahoo! Maps API. A demo of the system is available at the following
address: http://www.geooreka.eu.

The rest of the paper is structured as follows: in Section 2 we will present the
general architecture of the system, from Sections 3 to 5 we detail the modules
that compose the system, in Section 6 we show some preliminary results and in
7 we discuss the results and further works.

2 Architecture of the System

The user selects an area (the query footprint) and write an information topic (the
theme of the query) in a textbox. Then, all toponyms that are relevant for the
map zoom level are extracted (Toponym Selection) from the PostGIS-enabled
GeoDB database. Then, web counts and mutual information are used in order to
determine which combinations theme-toponym are most relevant with respect to
the information need expressed by the user (Selection of Relevant Queries). In
order to speed-up the process, web counts are calculated using the static Google
1T Web database, indexed using the jWeb1T interface [8], whereas Yahoo! Search
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Fig. 1. Overall architecture of the Geooreka! system.

is used to retrieve the results of the queries composed by the combination of a
theme and a toponym. The final step (Result Fusion and Ranking) consists in
the fusion of the results obtained from the best combinations and their ranking.

3 Map-based Toponym Selection

The first step in order to process the query is to select the toponyms that are
relevant to the area and zoom level selected by the user. We chose the Geonet
Names Server (GNS5) as toponym repository, consisting in more than 5 million
toponyms. The only drawback of this collection is that GNS does not cover the
USA. We had to convert GNS in SQL format to load it into the PostgreSQL
server.

The choice of PostgreSQL was due to the availability of PostGIS6, which
allows PostgreSQL to be used as a backend spatial database for geographic
information systems (GIS). PostGIS supports many types of geometries, such as
points, polygons and lines. However, due to the fact that in GNS just one point
is assigned to a place (e.g. it does not contain shapes for regions), all data in the
database is associated to a POINT geometry. Toponyms are stored in a single
table named locations. A portion of this table can be seen in Table 1.

The selection of the toponyms in the query footprint is carried out by means
of the PostGIS bounding box operator (BOX3D): for instance, suppose that we
need to find all the places contained in a box defined by the coordinates: (44.440
N , 8.780 E) and (44.342 N, 8.986 E). Therefore, we have to submit to the
5 https://www1.nga.mil/ProductsServices/GeographicNames/Pages/default.aspx
6 http://postgis.refractions.net/



database the following query:
SELECT title, AsText(coordinates), country, subregion, style
FROM locations WHERE
coordinates &&
SetSRID(‘BOX3D(8.780 44.440, 8.986 44.342)’::box3d, 4326); The code
‘4326’ indicates that we are using the WGS84 standard for the representation
of geographical coordinates. WGS84 is the reference coordinate system used by
the Global Positioning System. The use of PostGIS allows to obtain the results
efficiently, avoiding the performance problems reported by [4].

An excerpt of the resulting tuples of this query can be observed in Table 1.
From the tuples in Table 1 we can see that GNS contains variants in different

Table 1. Excerpt of the tuples returned by the database after the execution of the
query relative to the area delimited by 8.780E44.440N , 8.986E44.342N .

title coordinates country subregion style

Genova POINT(8.95 44.4166667) IT Liguria ppla
Genoa POINT(8.95 44.4166667) IT Liguria ppla
Cornigliano POINT(8.8833333 44.4166667) IT Liguria pplx
Monte Croce POINT(8.8666667 44.4166667) IT Liguria hill

languages for the toponyms (in this case Genova), and some of the feature codes
of GNS: ppla, which is used to indicate that the toponym is an administrative
capital, pplx, which indicates a subdivision of a city, and hill that indicates
a minor relief. The complete GNS contains more than 60 feature codes, but
we limited the number of places by considering the 21 most important codes,
specifically all the codes that refer to populated places and the most significant
with respect to geographic features.

Feature codes are important because, depending on the zoom level, we select
only certain types of places. In Table 2 we show the filters applied at each zoom
level. The greater the zoom level, the farther the viewpoint from the Earth is,
and the fewer are the selected toponyms.

Table 2. Filters applied to toponym selection depending on zoom level.

zoom level zone desc applied filter

16, 17 world do not use toponyms
14, 15 continents continent names
13 sub-continent states
12, 11 state states, regions and capitals
10 region as state, with provinces
8, 9 sub-region as region, with all cities and physical features
5, 6, 7 cities as sub-region, includes pplx features
< 5 street all features



The selected toponyms are passed to the next module, which assembles the
web queries as strings of the form +“theme” + “toponym” and verifies which
ones are relevant. The apices are used to carry out phrase searches instead than
keyword searches. The + symbol is a standard Yahoo! operator that forces the
presence of the word or phrase in the web page.

4 Selection of Relevant Queries

The key issue in the selection of the relevant queries is to obtain a relevance
model that is able to select pairs theme-toponym that are most promising to
satisfy the user’s information need.

We assume, on the basis of the theory of probability, that the two composing
parts of the queries, theme T and toponym G, are independent if their condi-
tional probabilities are independent, i.e., p(T |G) = p(T ) and p(G|T ) = p(G), or,
equivalently, their joint probability is the product of their probabilities.

Let us define p̂(T∩G) = p(G)p(T ) as the expected probability of co-occurrence
of T and G in the same web page. The probabilities are calculated as the num-
ber of pages in which the term (or phrase) representing the theme or toponym
appears, divided by 2, 147, 436, 244 which is the maximum term frequency con-
tained in the Google Web 1T database.

Considering this model for the independence of theme and toponym, we can
measure the divergence of the expected probability p̂(T ∩ G) from the observed
probability p(T ∩G): the more the divergence, the more informative is the result
of the query.

Using the Kullback-Leibler measure [9] to determine the distance from the
expected probability and the observed one we obtain:

DKL(p(T ∩ G)||p̂(T ∩ G)) = p(T ∩ G) log
p(T ∩ G)
p(T )p(G)

(1)

That is exactly the Mutual Information (MI) of T and G, usually denoted as
(I(T ; G)).

In Table 3 we show the counts and probabilities with T = “pesto” (a basil
sauce, typical from the area of Genova) and G = “Genova”.

Table 3. Web counts and probabilities with T = “pesto” and G = “Genova”, com-
pared to the estimated web count and probability for the same T and G.

X frequency p(X)

“pesto” 29, 700, 000 0.014
“Genova” 420, 817 0.0002
“pesto” ∩ “Genova” 103, 000 0.00005

“pesto” ∩ “Genova” (expected) 6, 013 (est.) p̂(X) = 0.0000028



The MI of “pesto” and “Genova” turns out to be 0.0011. As a comparison,
the MI obtained for “pesto” and “Torino” (a city that has no connection with
the famous pesto sauce) is only 0.00002.

5 Result Fusion

Users may decide to get the results grouped by locations, sorted by the MI of the
location with respect to the query theme, or to obtain a unique list of results.
In the first case, this step is skipped.

The fusion of the results is done by carrying out a voting among the 20 most
relevant (according to their MI) searches. The voting scheme is a modification
the Borda count, a scheme currently used in many electoral systems and in the
field of economics [10]. In the classical (discrete) Borda count, each experts assign
a mark to the candidates. The mark is given by the number of candidates that
the experts considers worse than it. The winner of the election is the candidate
whose sum of marks is greater.

In our approach, each search is an expert and the candidates are the search
results (snippets). The differences with respect to the standard Borda count are
that: marks are given by 1 plus the number of candidates worse than the voted
candidate, normalised over the length of the list of returned snippets; and that
we assign to each expert a confidence score, consisting in the MI obtained for
the search itself.

6 Experiments

We are at a preliminary stage of the development of the system, so we can show
only preliminary results. We produced some test queries (shown in Table 4) by
ourselves, generating a small set for the evaluation. The evaluation was carried
out comparing the results returned by the system with the results returned by
the Yahoo! and Google search engines, where the geographical areas were defined
with keywords. Mean Reciprocal Rank (MRR) was used as a measure of accuracy
of each system. MRR was defined by Voorhes in [11] as:

MRR(Q) =
1
|Q|

∑
q∈Q

1
rank(q)

(2)

Where Q is the set of queries in the test set and rank(q) is the rank at which
the first relevant result is returned.

The results we obtained are shown in Table 5. Geooreka uses the toponym
country codes in order to determine the “language” parameter of the Yahoo! web
search engine. For this reason, queries to Yahoo! and Google were submitted in
the language selected by Geooreka. Languages and their correspondencies to
countries are stored in the geoDB as a separate table.

These preliminary results seem to indicate that the result fusion does not
work very well, obtaining a MRR well below the average of the other three



Table 4. Test set queries. Queries labeled as Tx were defined by the authors, the
others were randomly selected from the GeoCLEF collection.

query ID text

T1
ville del ponente genovese
villas in the western side of Genoa

T2
vini della Valpolcevera
wines of the Polcevera valley

T3 sport events in Western Sahara

GC046
fogos florestais em Portugal do Norte
forest fires in Northern Portugal

10.2452/82-GC
Agricultura en la peńınsula Ibérica
agriculture in the Iberian peninsula

Table 5. Reciprocal ranks obtained for each question, considering the the systems
Yahoo!, Geooreka without fusion of results (Geooreka-f), and Geooreka with fusion of
results (Geooreka). MRR: mean reciprocal rank for each system. Searches carried out
on March 27th 2009.

query ID Yahoo! Google Geooreka-f Geooreka

T1 1/3 1/7 1 1/2
T2 1 1 1/2 1/4
T3 1/6 1/5 1 1
GC046 1 1 1/4 1/5
10.2452/82-GC 1 1/3 1 1

MRR 0.7 0.77 0.75 0.59

systems. This may be due to the fact that repeated results obtain more weight
than results that appear only one time.

7 Conclusive Remarks and Further Works

We obtained encouraging results, although the scale of the evaluation is too small
to allow to draw definitive conclusions. We have many ideas to be investigated
that may lead to further development and improvement the system. First of all,
we would like to allow users to select their relevance area with more precision
than using the box. This also results in the fact that the results of searches may
vary considerably, depending on the positioning of the box. We will integrate
the data of USA using the GNIS gazetteer7 as a resource or, in alternative, use
a complete GIS system in order to take advantage from the advanced features of
these systems, for instance multi-resolution maps[12]. In the case a web search
API that allows us to obtain a relevance weight for each result becomes available,
we would like to use the fuzzy Borda method presented in [13] for the fusion of
the results, a method that we succesfully applied in GIR [14]. In any case, more
study is needed in order to improve the fusion process.

7 http://geonames.usgs.gov/domestic
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