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ABSTRACT
Source code re-use has been usually faced from a compiler
perspective. Considering the source code as a piece of text,
we are able to use natural language techniques for the de-
tection of source code re-use. This paper describes the use
of ensemble models in the task of source code re-use de-
tection. Ensembles of Information Retrieval (IR) models
are constructed using common classifiers. The IR-inspired
models are compared with the ensembles in C and Java pro-
gramming languages. The use of ensemble classifiers shows
promising results for detecting source code re-use.

CCS Concepts
•Information systems ! Evaluation of retrieval results;
•Computing methodologies! Natural language process-
ing; •Applied computing ! Evidence collection, storage
and analysis; •General and reference ! Evaluation;

Keywords
ensemble classifiers; re-use detection; source code re-use;
source code re-use retrieval

1. INTRODUCTION
The digital era and the Web have turned any kind of in-

formation easily accessible. Programmers are one-click away
from copying a vast amount of source codes available on
repositories, forums, etc. This easy access to the source
codes tempts the programmers to re-use checked and verified
source codes from external sources. The impractical amount
of manually comparisons in collections of source codes cre-
ates the need of developing automatic tools to accurately
detect the source code re-use phenomenon. For example,
programming competitions with massive participation re-
quire source code re-use detection in almost real time to
prevent the access for forthcoming rounds [15].
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Source code re-use can be motivated by purposes such as
reducing time, reducing errors or economic costs in software
development. According to a report from the Software Al-
liance Business,1 the losses from fraudulent use of software
ascend to billions of euros. In Academia, a survey ensures
that the 30% of instances of re-use occur in source codes [8].
These data have motivated the international SOurce COde
re-use detection PAN@SOCO shared task [18]. In this pa-
per, besides of comparing the performance of the ensemble
models, we also compare them against the best performing
models of the monolingual edition of SOCO2 in C and Java
programming languages.

The rest of the paper is organized as follows. In the Re-
lated Work Section, we overview di↵erent approaches to de-
tecting source code reuse. In the Models Section, we present
the IR-adapted models from natural language processing
(NLP) to source codes environment and then assembled in a
classifier. In the Evaluation Section, we describe the corpora
we used for comparing the di↵erent approaches, we present
the two best approaches of the SOCO shared task and we
report our findings on detecting source code re-use compar-
ing all the models presented in this paper. Finally, in the
Conclusions and Future Work Section we draw conclusions
and propose future research.

2. RELATED WORK
The problem of source code re-use has being approach-

ing for a long time but recently it is even more important
due to the growth of the number of programs available on
the Internet. The source code re-use detection problem has
been approached by means of three main perspectives: (i)
superficial features comparison, (ii) NLP-related strategies,
and (iii) structural comparison. Superficial techniques in-
volve the representation of the source code as a vector of
values, where each component stands for an attribute de-
scribing some shallow features from the source code file, for
example, number of code lines, number of variables, meth-
ods, indentations, commented lines, etc. After the source
code is represented by several features, the level of re-use
is determined by measuring its similarity against a set of
source code files [27] represented by the same feature set.
The main weakness of this kind of methodology is that the
number of possible features may be very large and not ad-
equate for all programming languages. Additionally, this
type of techniques tends to perform poorly when more so-
phisticated modifications are performed in source code files.
1http://globalstudy.bsa.org/2011/
2http://users.dsic.upv.es/grupos/nle/soco/



Regarding the NLP-related strategies, the idea consists of
adapting text similarity measures, usually applied in IR, to
the detection of source code re-use. Source code files are
usually treated as text files, hence, common methods such
as the traditional Bag-of-Words, character n-grams [17], and
longest common sub-sequence [3] are among the most pop-
ular techniques. In [3], the authors take into account the
“whitespace”indentation patterns of a source code file, where
a source code document is converted to a pattern, replac-
ing any visible character by a wildcard and any whitespace
by another wildcard, and leaving newlines as they appear.
Then, their model calculates a similarity index based on the
Longest Common Substring (LCS) of both patterns. For
their experiments, the authors used C source codes extracted
from the Apache and Linux kernel. Using a distribution of
similarity index for source code pairs, the authors proved
their hypothesis: similar source code pairs obtained from
di↵erent versions of the Linux kernel exhibit high average
LCS based similarity, whereas di↵erent source codes pairs
show low mean similarity on an average.

The work proposed in [24] represents one of the most
popular freely-available methods for source code plagiarism
identification, and is based on a technique that searches for
the longest non-overlapped common substrings between a
pair of fingerprints of the source codes.3 The similarity be-
tween two source codes is estimated as the percentage of
characters in common from the total of characters in the two
source codes. It is able to process several languages (Java,
C#, C, C++, Scheme and natural language texts written in
English, German, French, Spanish and Portuguese) but the
comparison is done at monolingual level.

In [9], the authors focused their work on three compo-
nents: preprocessing (keeping or removing comments, key-
words or program structure), weighting (combining diverse
local or global weights) and the dimensionality of Latent
Semantic Analysis (LSA). The dataset they used was con-
structed with the help of automated tools such as MOSS
and Sherlock [21] followed by manual post processing. The
major drawback of the experiments is that were conducted
on small collections of source code files they are far from a
real-life scenario.

Finally, the most complex techniques are the structure-
based ones. These techniques use a tree/graph representa-
tion of source code files. These types of representations allow
to perform comparisons from a compiler viewpoint between
a pair of source codes, for example, to compare inherent
structure features instead of only superficial or lexical fea-
tures [7, 10]. In [10], the authors propose a source code re-
use detection tool that compares source code files by means
of using hash values of their abstract syntax trees. The tool
processes the source code comparison through hashing ev-
ery sub-tree on each source code in a traversal way. Then,
sub-trees from the two compared source codes with the same
number of child nodes are compared. At the end, sub-trees
with similar hash values will represent the plagiarised sec-
tions within a source code. A tool based on the execution
traces of Java program was presented in [1]. The tool analy-
ses the call graph during the execution process to identify the
structure of the final execution. This tool is able to identify
dummy method calls (methods that only modify local vari-
ables and if they modify any field names, those are dummy

3https://jplag.ipd.kit.edu/

fields). As the majority of structure-based models, this tool
is programming-language dependent either by a compiler or
by an interpreter as in this case. At last, DeSoCoRe [16] pro-
poses a comparison of two source codes at function-level and
looks for highly similar functions or methods in a graphical
representation.

Another approximation based on the source code struc-
ture, being more specific, is the sequence of function calls
(control flow graph) [6]. The approximation consists of look-
ing for common subgraphs between two source codes repre-
sented as control flow graphs. Searching common subgraphs
is a computationally complex problem so the application of
this model is very expensive for medium and large source
code collections. The model is presented as highly e↵ective,
nevertheless, the corpus used presents seemingly trivial re-
used cases. Concretely, they took two versions of 28 di↵erent
software projects. The thematic variability of the projects
ranges from instant messaging (Pidgin4) to music players
projects (Foobar 20005). It is considered that the detection
of the considered re-used cases is trivial due to the practi-
cally null relation between projects.

3. MODELS
In this section we present our adaptations of monolingual

text re-use detection models to the source code scenario.
The presented models follow the structure showed in Fig-
ure 1 where a collection of source codes C is treated using
a concrete preprocessing in each model. A set of features
is obtained for representing each source code after the pre-
processing. Finally, a similarity measure is applied between
each source code pair (ci, cj) obtaining as a result a list of
source code pairs with its respective similarity value. The
output of these models will be considered as the input of
classifiers afterwards.

3.1 Latent Semantic Analysis (LSA)
Most of traditional IR models fail when they are retrieving

related documents with no words in common. The main rea-
son is that these models process two words as an independent
dimension even when they are not. LSA allows to model the
relations between words in the same document and improves
the retrieval process [12]. The model examines the similar-
ity between word contexts and creates a new vector space
with less dimensions taking into account words that appear
in similar contexts. It learns the most important relations
between words. These automatically estimated relations are
specific to the domain of the collection. The singular value
decomposition (SVD) technique is similar to the eigenvalue
decomposition of a matrix (eigenvector) and to the factorial
analysis [11]. It starts constructing a term matrix from the
collection as in the Boolean or vector space model [4]. This
matrix is decomposed in a set of k orthogonal factors cal-
culated by lineal approximation. This approximation “dis-
covers” the latent structure in the matrix from the term
frequency of each document. As a result, SVD returns a set
of vectors that represent the situation of each term and doc-
ument in a reduced vector space of k dimensions. Terms are
represented as continuous values on each orthogonal dimen-
sion. When two terms appear in two similar contexts, these
terms will have similar vectors in the LSA-reduced matrix.

4https://pidgin.im/
5https://www.foobar2000.org/



Figure 1: Comparison schema of the proposed models. A collection of source codes is preprocessed and

weighted. Then, the source codes are compared in pairs in the similarity estimation for obtaining a list of

similarities between each source code pair.

Thus, this model solves partially the weakness of traditional
IR models of assuming independence between terms. For
deeper details, in [12] the authors present mathematical de-
scriptions and examples of LSA principles.

3.2 Character 3-grams (C3G)
Character n-grams have shown good performance for in-

formation retrieval tasks [22]. It also achieved noticeable
results when applied to source code re-use detection [17].
The preprocessing consists of removing line feeds, tabs, and
spaces; characters are also case-folded. The source code is
then split into contiguous overlapping sequences of 3 charac-
ters, which are weighted by term frequency. This approach
is based on the vector space model. The programs are repre-
sented as vectors into a multi-dimensional space. The simi-
larity between programs is estimated using the cosine mea-
sure as shows in Equations 1 and 2, where c and c

0 represent
source codes and n is the number of character trigrams.

c · c0 = kck
��
c

0�� cos(✓). (1)

cos(✓) =
c · c0

kck kc0k =

Pn
i=1 ci ⇥ c

0
ipPn

i=1(ci)
2 ⇥

pPn
i=1(c

0
i)

2
. (2)

3.3 Explicit Semantic Analysis (ESA)
This model was originally proposed to detect similarity

between texts using Wikipedia as a representation of world
knowledge [19]. ESA consists of calculating the similarities
between two documents comparing them against a selection
of Wikipedia articles representing di↵erent topics to build
two vectors of similarities. It is expected that two related
documents will be more similar to a concrete topics than
unrelated documents. We used the Rosettacode.org reposi-
tory6 to represent the concept of world knowledge in source
codes. A source code is compared against each source code
from the comparable collection to generate a vector of sim-
ilarities that represents the source code as in Equations 3
and 4 where c and c

0 represent source codes and K repre-
sents a collection of knowledge of algorithms.

�!
c = {sim(c, k)8k 2 K/K 2 L} (3)

6http://rosettacode.org

�!
c

0 = {sim(c0, k)8k 2 K/K 2 L} (4)

'(c, c0) = sim(�!c ,
�!
c

0 ) (5)

The similarities necessary to obtain the vector represen-
tations are computed using frequency-weighted character 3-
grams to represent the source codes. Then, the calculated
vectors can be compared to each other to estimate the sim-
ilarity between the two representations through a similarity
measure (Equation 5). In our case we applied the cosine
similarity. Although the“semantic” component of the model
may not be too obvious when ESA is applied to detect source
code re-use, the model allows to detect instances in which
two source codes are written in semantic similar ways (e.g.,
for and while statements).

3.4 Cognates (COG)
Cognates are defined as pairs of tokens of di↵erent lan-

guages which share some phonological or orthographic prop-
erties. As a result, they are likely to be used as mutual
translations [26]. We consider as cognate candidates those
tokens with at least one digit, and the tokens composed by
letters with at least four characters. Table 2 shows examples
of cognates in natural language texts and in source codes.

Programmers usually do not use to modify too much the
identifiers to maintain the“meaning”(e.g. counter! count).
Employing the cognates technique, we are able to capture
the reserved words of the programming language and pos-
sible cognates from variable names that are not necessar-
ily the same term translated into another language. Using
cognates, we determine how two pieces of source code are
related. The preprocessing consists of extracting from the
source code the cognate candidates and case folding them.
Then, the similarity is calculated as the number of located
cognates divided by the average cognate candidates of both
source codes as in Equation 6.

'(c, c0) =
cognates

(candidates1 + candidates2)/2
(6)

3.5 Word Count Ratio (WCR)
Word Count Ratio is the simplest of the considered mod-

els. Firstly, tokens are extracted from the source codes
and delimiters (e.g. semicolon, brackets. . . ) are discarded.



Table 1: Total number of source codes and re-used source code pairs annotated by three experts. The last

column shows their  value for inter-annotator agreement.

Prog. language Number of files Tokens Types Re-used cases Value of 

C 79 13,006 2553 26 0.480
Java 259 83,755 9647 84 0.668

Table 2: Examples of cognates in natural language

texts and in source code.

Natural language texts Source codes
English Spanish Java

vocabulary vocabulario for foreach
Portuguese English Java
capacidade capacity int counter int countr

Then, each source code is represented by the number of to-
kens it has. The similarity is computed as the length ratio
between the shorter and the longer source code in number
of tokens as in Equation 7.

'(c, c0) =
min(lenght(c), lenght(c0))
max(lenght(c), lenght(c0))

(7)

Two source codes achieve a similarity value 1 when both
codes have the same number of tokens. WCR has demon-
strated a high correlation with human annotators in tasks of
measuring text similarity [5], despite its simplicity and not
using external resources.

4. EVALUATION
In this section we explain our evaluation. First, we de-

scribe the corpus used for the comparison of the proposed
models and their ensemble. Then, the two best perform-
ing approaches of SOCO shared task are depicted. Finally,
we compare the proposed models, their ensembles and the
best performing systems at SOCO in both programming lan-
guages: C and Java.

4.1 Corpus Description
One of the main criticisms of source code re-use detec-

tion works is that they are not evaluated on standard source
code collections and their results are not comparable. In or-
der to solve this problem, the international source code re-
use detection SOCO shared task defines a standard frame-
work for providing a controlled evaluation scenario. The
corpus used in this research work consists of a collection
of source codes written in C and Java programming lan-
guages. This collection was borrowed by the authors of [2]
and was manually labelled (re-used vs. not re-used cases)
by three annotators used in the SOCO as training corpus in
the 2014 edition [18]. The collection consists of university
student assignments that contains source code re-use cases
that were manually detected and reported by the professors.
The SOCO test corpus was too big to be labelled manually,
it was labelled automatically by a pooling of the submitted
runs. Therefore, we consider a more reliable comparison us-
ing the manually annotated corpus, i.e. the SOCO training
corpus. Source code re-use is committed in both program-
ming languages at monolingual level. The Java collection
contains 259 source codes and the C collection contains 79

source codes. Table 1 shows the characteristics of the corpus
and the Fleiss’ kappa () value [13] of the inter-annotator
agreement [18].

As can be observed in Table 1, the inter-annotator agree-
ment for the C collection represents a moderate agreement
while for the Java collection the kappa value indicates a
substantial agreement between annotators. Such results in-
dicate that the corpus represents a reliable data set. Figure 2
shows an example of re-use in the corpus. This example con-
tains changes in the indentation structure as can be observed
in the brackets ’{’ of the loops, changes in variable names
word ! pass, addition of non-useful instructions (from the
point of view of solving the problem) as the time counter
and changes in the programing statements loops, e.g. while

instead of a loop for.

4.2 Best SOCO approaches
The two best performing approaches at SOCO shared task

(UAM and UAEM teams) took into account di↵erent ap-
proximations that allow us to compare a wider set of strate-
gies to solve the source code re-use detection.

The model proposed by the UAM team consisted of a
combined-view approach attempting to highlight di↵erent
aspects of a source code: lexical, structural and stylistics [25].
From the lexical view, UAM represents the source code us-
ing a bag of character 3-grams without the reserved words
for the programming language. For the structural view, two
similarities were proposed that take into account functions’
signatures within the source code, e.g., the data types and
the identifier names of the functions’ signature. The third
view consists in accounting for the stylistics’ attributes, such
as, number of spaces, number of lines upper letters, etc. For
each view they computed a similarity value for each pair of
source codes and then they established an empirical thresh-
old. At the end, UAM used eight similarity values derived
from the three proposed views: one similarity for the lexical
view, six similarities from the second view and one more for
the stylistic view. They trained a model using a supervised
approach to be used over the test corpus.

The second best performing approach was proposed by
the UAEM team. They used a model for the detection of
source code re-use that is divided into four phases [20]. In
the first phase only the lexical items of each source language
are separated and more than one whitespaces are removed.
In the second phase, a similarity measure is obtained for
each source code regarding the other source codes. The sec-
ond phase uses as similarity measure the sum of the di↵er-
ent lengths of the longest common substrings between the
two source codes, normalised to the length of the longest
code. Using the comparisons made for each source code, in
the third phase a set of parameters is obtained that allow
later the identification of re-used cases. The parameters ob-
tained are: the value of the distance, a rank order of the
most similar source codes pairs, the gap that exists with the
next closest code (it is only calculated for the first 10 closest



Figure 2: Example of a fragment of re-used source code pair in the corpus. This example contains changes

in variable names, in the programming statements and in the indentation.

codes) and, using the maximum gap, the source codes are
labelled as before or after according to their relative posi-
tion to the maximum gap. The result of the third phase is a
matrix where each row represents a comparison of a source
code with other codes (columns). For the decision, a source
code pair X $ Y will be a re-use case if there is evidence of
re-use in both directions, it means, X ! Y and Y ! X. A
re-used case exists when the distance is less than 0.45 or the
gap is greater than 0.14, but also it is important that one
of the additional conditions is achieved. The first condition
is that the ranking must be, at least, in the second posi-
tion and, the second condition, that the label of the relative
di↵erence must be before.

4.3 Experimentation
Our goal in this experimentation is twofold: (i) to build

ensemble models using the proposed models; and (ii) to com-
pare the results of these models with the best performing
SOCO models. The comparison is made using the corpus de-
scribed in the previous subsection. We established a similar-
ity threshold for separating re-used and non re-used source
code pairs. This similarity threshold has been calculated
using the C4.5 algorithm based on the concept of informa-
tion entropy (J48 tree in Weka tool). A balanced training
corpus is needed for estimating this similarity threshold to
avoid the problem that the classifier only chooses the major-
ity class (in this scenario, the non re-used class). We used as
input of the ensemble models the output of each proposed
model. This output consists of a similarity value between
a pair of source codes in the range [0-1]. It is expected an
improvement of the performance with respect to the one ob-
tained by each model separately. To assemble the proposed
models, we used a variety of classifiers (using the default
parameters in Weka): Random Forest (RF), Hoe↵ding Tree
(HT), Adaboost M1 method (AB) and Näıve Bayes (NB).

These ensemble models have been trained using a balanced
corpus. To compare the results of the models we used the
well-known Accuracy, Precision, Recall and F-1 measures.
The models trained using Weka are optimised to classify
correctly both classes (re-used and non re-used) while the
SOCO participant models are only tuned for detecting re-
used source code pairs.

The results obtained on the C corpus by the proposed
models, the ensemble models and the best performing SOCO
approaches are showed in Table 3. As we can observe, the
ensemble models achieve the best performance being the RF
ensemble the highest in the four measures. As expected, the
ensemble models improve the results that the proposed mod-
els achieve individually in terms of F1. Regarding the accu-
racy, the results of HT and NB models are very similar to
those obtained by COG and C3G. Note that the character
3-grams model and cognates based model achieve slightly
higher results than the best SOCO participant models in
terms of accuracy but not in F1 measure. This behaviour is
due to the way the models were trained. The proposed mod-
els were trained to maximize the accuracy while the SOCO
participant models to maximize the F1 of the detection of
re-used source codes.

The results obtained on the Java corpus by the proposed
models, the ensemble models and the best performing SOCO
approaches are showed in Table 4. We can notice the high
precision achieved by the proposed models and also the en-
semble models are considerably superior than the best SOCO
participant models. The ensemble models increased the per-
formance of the proposed models separately. The RF classi-
fier obtained the highest recall and, therefore, the F1 mea-
sure. In addition, it also achieved the highest accuracy. The
SOCO participant models performed lower than the pro-
posed models and their ensembles in terms of F1 measure.
In conclusion, the ensemble models showed an increase of



Table 3: Results of the models in the corpus written

in C language

C
Models Accuracy (%) Precision Recall F1

COG 93.599 0.695 0.500 0.582
ESA 73.070 0.732 0.731 0.731
WCR 73.080 0.712 0.663 0.687
C3G 93.022 0.835 0.436 0.573
LSA 85.427 0.992 0.854 0.914
RF 99.481 0.992 0.931 0.958

HT 93.606 0.851 0.765 0.806
AB 97.306 0.973 0.901 0.936
NB 93.508 0.935 0.877 0.905
UAM 91.260 0.818 0.692 0.750
UAEM 71.466 0.800 0.630 0.710

Table 4: Results of the models in the corpus written

in Java language

Java
Models Acc. (%) Precision Recall F1

COG 91.400 0.998 0.914 0.953
ESA 85.080 0.997 0.851 0.917
WCR 72.020 0.997 0.720 0.835
C3G 91.460 0.997 0.691 0.817
LSA 76.220 0.997 0.770 0.867
RF 93.540 0.998 0.935 0.964

HT 88.321 0.997 0.883 0.937
AB 91.612 0.936 0.876 0.905
NB 89.042 0.997 0.890 0.940
UAM 73.587 0.684 0.619 0.650
UAEM 74.619 0.850 0.800 0.830

performance in both programming languages. Ensemble of
di↵erent models for source code re-use detection showed an
improvement of the performance compared with the models
detecting re-use in isolation. In general, the proposed mod-
els obtained a similar performance than the SOCO partici-
pant models in the C corpus and higher in the Java corpus.
This fact shows that the proposed models are suitable for
monolingual source code re-use detection.

5. CONCLUSIONS AND FUTURE WORK
In this paper we analyze the performance of a variety of

models that we borrowed from natural-language text re-use
detection where they had previously shown to obtain good
results. Moreover, we assemble the previous models via sev-
eral classifiers. The best performance was obtained with
Random Forest in C and Java programming languages. We
also compare the results with the best performing models in
SOCO shared task. Apart from Random Forest, the charac-
ter n-gram and cognate-based approaches also achieved good
results, obtaining even, a higher performance than some en-
semble in some cases. The ensemble models showed a no-
ticeable improvement compared with the best performing
SOCO models in both programming languages. The use of
ensemble models showed that are suitable for source code
re-use detection increasing the performance of state-of-the-
art models. As future work, we will investigate if ensemble
models obtain a good performance also in cross-language
source code re-use detection [14].
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