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Abstract. Clustering of short-text collections is a very relevant research area, given
the current and future mode for people to use “small-language” (e.g. blogs, snip-
pets, news and text-message generation such as email or chat). In recent years, a
few approaches based on Particle Swarm Optimization (PSO) have been proposed
to solve document clustering problems. However, the particularities that arise when
this kind of approaches are used for clustering corpora containing very short doc-
uments have not received too much attention by the computational linguistic com-
munity, maybe due to the high challenge that this problem implies. In this work,
we propose some variants of PSO methods to deal with this kind of corpora. Our
proposal includes two very different approaches to the clustering problem, which
essentially differ in the representations used for maintaining the information about
the clusterings under consideration. In our approach, we used two unsupervised
measures of cluster validity to be optimized: the Expected Density Measure ρ̄ and
the Global Silhouette coefficient. In recent works on short-text clustering, these
measures have shown an interesting correlation level with the “true” categoriza-
tions provided by a human expert. The experimental results show that PSO-based
approaches can be highly competitive alternatives for clustering short-text corpora
and can, in some cases, outperform the performance of the most effective clustering
algorithms used in this area.

Keywords. Particle Swarm Optimization, Short-text Clustering, Clustering as
Optimization

Introduction

In clustering tasks the main goal is that the objects within a group be similar (or related)
to one another and different from (or unrelated to) the objects in other groups [1]. When
clustering tasks involve documents, different aspects can negatively affect the similarity
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(Argentina), the Universidad Nacional de San Luis and the PAID-02-08 of the Universidad Politécnica de
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estimation among documents and, as a consequence, document clustering is usually more
difficult than other problems addressed in cluster analysis research.

In those cases where clustering techniques are applied to collections containing very
short documents, additional difficulties are introduced due to the low frequencies of the
document terms. Research work on “short-text clustering” is relevant, given the current
and future mode for people to use “small-language”, e.g. blogs, snippets, news and text-
message generation such as email or chat. Potential applications in different areas of
natural language processing may include re-ranking of snippets in information retrieval,
and automatic clustering of scientific texts available on the Web [2].

Clustering of short-text collections is one of the most difficult tasks in natural lan-
guage processing and, in this work, we propose different versions of PSO algorithms to
deal with this kind of corpora. Our approach explicitly considers clustering as an opti-
mization problem where a given arbitrary objective function must be optimized. We use
two unsupervised measures of cluster validity with this purpose: the Expected Density
Measure ρ̄ and the Global Silhouette coefficient. These measures have shown interesting
results in recent works on short-text clustering.

In this work, we focus on two main PSO approaches for optimizing these measures.
In both approaches, a particle represents a possible clustering of documents but they
differ in the way that the information about a clustering is represented. The first approach,
named CLUDIPSO, is a discrete PSO algorithm that, for each document of the collection,
contains in each particle the information on which is the group assigned to it. The second
one, called CLUCOPSO, uses a continuous representation instead, where each particle
contains the centroids of the groups corresponding to a particular clustering.

In this research work, we also consider different approaches to reduce the high di-
mensionality of the search space that document clustering implies. This is a very im-
portant issue in document clustering tasks in general, and is a key component for our
continuous PSO version in order to make the problem manageable.

The remainder of the paper is organized as follows. Section 1 presents some gen-
eral considerations about the perspective of considering clustering as an optimization
problem; here, we also describe the cluster validity measures that were used as objective
functions to be optimized. Section 2 describes the PSO methods proposed in this work.
A brief description of the dimensionality reduction methods used in our work is also in-
cluded here. In Section 3 some general features of the corpora used in the experiments
are presented. The experimental setup and the analysis of the results obtained from our
empirical study is provided in Section 4. Finally, some general conclusions are drawn
and possible future work is discussed.

1. Clustering as an Optimization Problem

Document clustering is the unsupervised assignment of documents to unknown cate-
gories. This task is more difficult than supervised text categorization because the infor-
mation about categories and correctly categorized documents is not provided in advance.
An important consequence of this lack of information is that in realistic document clus-
tering problems, results can not usually be evaluated with typical external measures like
F -Measure or the Entropy, because the correct categorizations specified by a human ex-
pert are not available. Therefore, the quality of the resulting groups is evaluated with



respect to structural properties expressed in different Internal Clustering Validity Mea-
sures (ICVMs). Classical ICVMs used as cluster validity measures include the Dunn
and Davies-Bouldin indexes, the Global Silhouette (GS) coefficient and new graph-based
measures such as the Expected Density Measure (EDM) (denoted ρ̄) and the λ-Measure
(see [3] and [4] for more detailed descriptions of these ICVMs).

The use of these unsupervised measures of cluster validity -or any arbitrary criterion
function that gives a reasonable estimation of the quality of the obtained groups- is not
limited to the cluster evaluation stage. They can also be used as an objective function that
the clustering algorithm attempts to optimize during the grouping process. This approach
has been adopted by classical clustering algorithms like K-means [5], which implements
a gradient descent technique with the goal of minimizing the cluster SSE2. Cobweb [6],
Autoclass [7] and CLUTO [8] also treat clustering as an optimization problem and, in
these cases, the criterion function is usually explicit and can be easily stated. As observed
in [8], we can distinguish in this class of algorithms two key components: 1) the criterion
function that the clustering solution optimizes, and 2) the actual algorithm that achieves
this optimization.

Regarding the first issue, it is important to observe that the criterion function (ICVM)
to be optimized attempts to capture some interesting “structural properties” of the re-
sults. However, good values for these ICVMs not always guarantee the quality of the
results from the user’s point of view. Therefore, a key aspect in these cases is to select as
objective functions those ICVMs that have shown an adequate correlation degree with
the categorization criteria of a human expert. In recent works on clustering of short-text
corpora [9,3], the GS coefficient and the EDM ρ̄ have shown very interesting results with
respect to this kind of correlation. Therefore, we selected them as our objective functions
in the present work.

The GS measure combines two key aspects to determine the quality of a given clus-
tering: cohesion and separation. Cohesion measures how closely related are objects in a
cluster whereas separation quantifies how distinct (well-separated) a cluster from other
clusters is. The GS coefficient of a clustering is the average cluster silhouette of all the
obtained groups. The cluster silhouette of a cluster C also is an average silhouette coef-
ficient but, in this case, of all objects belonging to C. Therefore, the fundamental com-
ponent of this measure is the formula used for determining the silhouette coefficient of
any arbitrary object i, that we will refer as s(i) and that is defined as follows:

s(i) =
b(i)− a(i)

max(a(i), b(i))

with −1 ≤ s(i) ≤ 1. The a(i) value denotes the average dissimilarity of the object i to
the remaining objects in its own cluster, and b(i) is the average dissimilarity of the object
i to all objects in the nearest cluster. From this formula it can be observed that negative
values for this measure are undesirable and that we want for this coefficient values as
close to 1 as possible.

The EDM ρ̄ is based on the idea that clusters are regions in the data space in which
the objects are dense, and which are separated by regions of low density. In this context,
the EDM ρ̄ of a clustering C is defined as follows:

2Sum of the Squared Error, a well known measure of the quality of a clustering.



ρ(C) =
k∑

i=1

|Vi|
|V | ·

w(Gi)
|Vi|θ

C = {C1, .., Ck} is the clustering of a weighted graph G = 〈V, E, w〉 and Gi =
〈Vi, Ei, wi〉 is the induced subgraph of G with respect to a cluster Ci. The density θ of
the graph from the equation |E| = |V |θ where w(G) = |V |+ ∑

e∈E w(e), is computed
as: w(G) = |V |θ ⇔ θ = ln(w(G))

ln(|V |) . It is important to note that a high value of ρ̄ indicates
a better clustering.

ICVMs like the GS coefficient or the EDM ρ̄ can be used for driving clustering algo-
rithms or for evaluating their results. However, the real effectiveness of these algorithms
only can be evaluated with external measures that take into account the categorization
criteria of the users. A very popular external validity measure is the F -measure, which
combines both, precision and recall. It may be formally defined as follows.

Let D represents the set of documents, C = {C1, ..., Ck} be a clustering of D and
C∗ = {C∗1 , . . . , C∗l } designates the human reference classification of D. The recall of a
cluster j with respect to a class i, rec(i, j) is defined as |Cj ∩ C∗i |/|C∗i |. The precision
of a cluster j with respect to a class i, prec(i, j) is defined as |Cj ∩ C∗i |/|Cj |. Thus, the
F -measure of the cluster j with respect to a class i is Fi,j = 2·prec(i,j)·rec(i,j)

prec(i,j)+rec(i,j) and the
overall F -measure is defined as:

F =
l∑

i=1

|C∗i |
|D| · max

j=1,..,k
{Fi,j}

The highest F -measure value that a grouping can obtain is equal to 1. This value cor-
responds to the “true” categorization, i.e., a grouping that exactly matches the clustering
specified by a human expert.

In the experimental work, we used the GS coefficient and the EDM ρ̄ as objective
functions to be optimized but we also analyzed the F -measure values obtained in each
case in order to determine the real effectiveness of the clustering algorithms. The PSO-
based algorithms that were implemented for optimizing both ICVMs are described in the
next section.

2. Two PSO Versions for Clustering Short-Text Corpora

Different PSO approaches have been previously proposed in the literature to solve the
clustering problem in general [10,11,12] and, conversely, clustering techniques have also
been useful to extend PSO-based algorithms [13,14]. A PSO-based clustering algorithm
that outperforms the K-means algorithm in image classification tasks is proposed in [10].
Van der Merwe and Engelbrecht presented an hybridization of the PSO and K-means
algorithms for clustering general datasets. Basically, the result obtained by a K-means
algorithm is used as a single particle in the initial swarm of the PSO algorithm [11]. In
[12], Xiao presents an hybrid adaptation, based on the synergism of a PSO algorithm and
a Self Organizing Map for clustering gene expression data.

However, few adaptations of PSO techniques have been presented for document
clustering tasks. An exception is the Cui’s work [15] where a hybrid method based on



the combination of a PSO and a K-means algorithm is proposed for document clustering
tasks. Firstly, a global search process is carried out by the PSO algorithm. Then, the best
result obtained by the PSO algorithm is used by the K-means algorithm for determining
the initial centroids.

When the corpora contain “short” documents, the complexity of clustering can con-
siderably increase. Only a few approaches from the computational linguistic community
have been proposed for this kind of problems [16,17,18,3,19] and, as far as we know,
only a bio-inspired method have been used in this domain [20]. The idea in this last work
consisted in using a discrete PSO-algorithm in experiments with two popular short text
collections.

In the present work, we extend that preliminary study incorporating other short-text
collection in our experiments and proposing a continuous PSO method for optimizing
the objective functions (the GS coefficient and the EDM ρ̄). Other interesting aspect of
our research work is the use of two recent methods for dimensionality reduction, a very
relevant process in order to do the search manageable.

The remainder of this section will be dedicated to describe the two PSO ver-
sions used in our work for clustering short text collections: a discrete version named
CLUDIPSO (CLUstering with a DIscrete PSO) and a continuous version called CLU-
COPSO (CLUstering with a COntinuous PSO). In order to facilitate the comprehension
of the main underlying ideas of these approaches, we first introduce some preliminary
concepts about document representation and clustering algorithms.

A very popular document representation model is the Vector Space Model (VSM)
where each document is represented as a vector of weights d = (w1, w2, . . . , wT ), where
T is the number of terms used for representing a document and wi (i = 1 . . . T ) is
the weight of the term ti in the document d. The usual approach consists in estimating
the similarity of two documents using the cosine of the angle among the corresponding
high dimension vectors indexed by the terms in the corpus. In the VSM we can use a
whole family of term weighting strategies that is usually referred as the “SMART cod-
ifications” [21]. For example, a very popular scheme in document clustering consists
in representing the documents with a “ntc” codification and evaluate the closeness be-
tween documents using cosine similarity. The ntc codification refers to the scheme where
the weight wi for the i-th component of the vector for the document d is computed as
tfd,i × log( n

dfi
) and then cosine normalization is applied. Here, n = |D| is the num-

ber of documents in the collection D, tfd,i is the term frequency of the i-th term in the
document d and dfi refers to the document frequency of the i-th term over the collection.

Let K be a predefined number of clusters, and let D denote the set of documents
under consideration. A clustering3 clu of D can be considered as an mapping clu : D →
{1, . . . , K} such that if clu(d) = j, j is the cluster (group) assigned to the document
d according to clu. Some clustering algorithms represent the clusters with particular
objects usually referred as prototypes. In these cases, a cluster is a set of objects in which
each object is closer (more similar) to the prototype that defines the cluster than to the
prototype of any other cluster [1]. For data with continuous attributes the prototype of a
cluster is often a centroid, i.e., the average (mean) of all the points in the cluster. It should
be noted that in a centroid-based clustering, when documents are represented according
to the VSM, each centroid will have the same dimensionality that the vectors used for
representing the documents.

3This idea of clustering assumes a partitional (non hierarchical), exclusive and complete grouping.



2.1. CLUDIPSO

Discrete PSO implementations were suggested in the research community for different
combinatorial optimization problems [22,23]. However, as far as we known, CLUDIPSO
is the only discrete PSO approach that has been used for clustering short-text collec-
tions [20].

In CLUDIPSO, the particles are n-dimensional integer vectors4 and represent valid
clusterings of the n documents. Each position in a particle corresponds to a document
of the collection and the integer value stored in this position identifies the group that
the document belongs to. In that way, each particle can be seen as a direct and simple
implementation of the mapping clu : D → {1, . . . ,K} corresponding to a particular
clustering.

As in the classical PSO model, in CLUDIPSO also the best position found so far for
the swarm (gbest) and the best position reached by each particle (pbest) are recorded.
The particles evolve at each iteration using two updating formulas, one for position and
another one for velocity. In CLUDIPSO, a new formula for updating a particle was de-
veloped:

particleiδ = particleBestiδ

veliδ = w(veliδ + γ1(particleBestiδ − particleiδ) + γ2(globalBestiδ − particleiδ))

where particleiδ is the value of the particle i at the dimension δ, veliδ is the velocity
of particle δ at the dimension δ; w is the inertia factor, γ1 is the personal learning fac-
tor, and γ2 the social learning factor, both multiplied by 2 different random numbers
within the range [0..1]. particleBestiδ is the best position reached by the particle i and
globalBestiδ is the best position reached by any particle in the swarm.

It is important to note that in CLUDIPSO the process of updating particles is not as
direct as in the continuous case. The updating process is not carried out on all dimensions
at each iteration. In order to determine which dimensions of a particle will be updated
we do the following steps: 1) all dimensions of the velocity vector are normalized in the
[0..1] range, according to the process proposed by Hu et al. [24] for a discrete PSO ver-
sion; 2) a random number r ∈ [0..1] is calculated; 3) all the dimensions (in the velocity
vector) higher than r are selected in the position vector, and updated using the equation
of updating particles previously described.

CLUDIPSO uses a dynamic mutation operator [25] which is applied to each indi-
vidual with a pm-probability. This value is calculated considering the total number of it-
erations in the algorithm (cycles) and the current cycle number, as the following equation
indicates:

pm = max_pm− max_pm−min_pm

max_cycle
∗ current_cycle

where max_pm and min_pm are the maximum and minimum values that pm can
take, max_cycle is the total number of cycles that the algorithm will iterate, and

4In other words, the dimensionality of the particles is proportional to the number of documents.



current_cycle is the current cycle in the iterative process. The mutation operation is
applied if the particle is the same one that its own pbest. The mutation operator swaps
two random dimensions of the particle.

2.2. CLUCOPSO

In the continuous version (CLUCOPSO), the particles are (K × T )-dimensional real
vectors, where K centroids (one for each cluster) of T terms are stored in contiguous
form:

particlei = (ci11 , . . . , ci1T
, . . . , . . . , ciK1 , . . . , ciKT

)

where cijt
represents the t-th component of the centroid j in the particle i.

This version is similar to the classical PSO algorithm with respect to the gbest and pbest
particles and the updating formulae for position and velocity:

particleiδ = particleiδ + veliδ

veliδ = w(veliδ + γ1(particleBestiδ − particleiδ) + γ2(globalBestiδ − particleiδ))

In both versions, the ρ̄ and GS measures were used for computing the fitness of the
particles. Therefore, at the end of the search process, the algorithms returned the particle
(solution) with the best value of the measure used in this particular case (ρ̄ or GS).

An important aspect to be considered in CLUDIPSO and CLUCOPSO is the high
dimensionality of the search space that both approaches imply. When the discrete repre-
sentation is used, the dimensionality of the particles is directly proportional to the num-
ber of documents in the collection. Therefore, the computational resources required by
CLUDIPSO are usually acceptable when it is used for clustering medium size collec-
tions. With the continuous approach, the dimensionality problem can seriously affect the
performance of CLUCOPSO because the size of the particles depends on the number of
terms in the vocabulary and the number of groups. Thus, a standard collection such as
20Newsgroups would require particles of roughly 600.000 positions, and we can expect
similar dimensionality values for other well-known corpora. These values indicate that
in realistic clustering problems, an approach such as CLUCOPSO will require a signi-
ficative reduction in the dimensionality of the document representations. This issue is
analyzed in the next subsection.

2.2.1. Dimensionality Reduction

In clustering tasks, a previous dimensionality reduction phase is often applied in order to
reduce the size of the document representations to a much smaller number. This phase
usually aims at making the problem more manageable for the clustering method, since
many of such methods are known not to scale well to high problem sizes. It is important
to note that PSO-based methods can be seriously affected by a high dimensionality in
the document representation and, in our case, this is especially evident in the continuous
version of the PSO algorithm. The dimensionality of each centroid directly depends on
the dimensionality of the vectors used for representing the documents and, therefore, a



dimensionality reduction phase will be usually required to obtain an acceptable size of
the particles.

Dimensionality reduction often takes the form of feature selection where each term
is scored by means of a scoring function and only the highest scoring terms are used for
document representation. Alternatively, dimensionality reduction may take the form of
feature extraction where a set of “artificial” terms is generated from the original term
set in such a way that the newly generated terms are both fewer and stochastically more
independent from each other than the original ones used to be. For CLUCOPSO, we used
both forms of dimensionality reduction, a feature selection method named Transition
Point and a feature extraction method known as Random Indexing.

The Transition Point (TP) [2] is a technique which is based on a mid-frequency value
that splits the vocabulary of a document into two sets of terms: low and high frequency.
The TP technique is based on the Zipf law of word occurrences [26] and its main under-
lying idea is that terms of medium frequency are closely related to the conceptual con-
tent of a document. Therefore, if a transition point tp is computed for a document, it is
possible to obtain those terms whose frequency is closest to tp and use them as indexes
in the VSM model.

Random Indexing (RI) [27] is an efficient, scalable and incremental alternative
to standard word space methods as, for example, Latent Semantic Analysis/Indexing
(LSA/LSI). LSA-like models first construct a huge cooccurrence matrix and then use a
separate dimension reduction phase. RI also is based on the word space model but it uses
an incremental approach based on Pentti Kanerva’s work on sparse distributed represen-
tations [27]. The basic idea is to accumulate context vectors based on the occurrence
of words in contexts. This technique can be used with any type of linguistic context, is
inherently incremental, and does not require a separate dimension reduction phase.

It is important to note, that TP and RI are very specific methods from the natural lan-
guage processing area whose applicability in bio-inspired approaches to document clus-
tering problems is still scarce. However, we believe that the use of this class of techniques
will be mandatory in the future whenever PSO (or other metaheuristic approaches) must
be applied in realistic document clustering problems.

3. Data Sets

We used three different collections for the experimental work: CICling-2002, EasyAb-
stracts and Micro4News. CICling-2002 is a short-text collection that has been considered
in a significative number of research works on short-text clustering [17,18,28,3,9,20].
The CICling-2002 corpus is considered a high complexity collection since its documents
are narrow domain scientific abstracts (short-length documents with an high vocabulary
overlapping). EasyAbstracts and Micro4News share some general characteristics with the
CiCling-2002 collection, such as the number of groups and number of documents per
group. However, other features5 make these collections relatively easier to work than
CiCling-2002 as have been shown in recent studies [9,29,20].

In the following subsections, a general description of these collections is presented.
These collections are introduced in increasing order of complexity. We begin with the
Micro4News corpus, a collection of medium-length documents about well differentiated

5For instance, the length of the documents or the vocabulary overlapping of their groups.



topics (low complexity). Then, the EasyAbstracts corpus with short-length documents
(scientific abstracts) and well differentiated topics is presented (medium complexity cor-
pus). Finally, the main features of CICling-2002, the most difficult corpus used in our
work, are introduced.

3.1. The Micro4News Corpus

The Micro4News6 collection was constructed with medium-length documents that corre-
spond to four very different topics of the popular 20Newsgroups corpus [30]: 1) sci.med,
2) soc.religion.christian, 3) rec.autos and 4) comp.os.ms-windows.misc. For each topic,
the largest documents in the corresponding group were selected. Thus, the length of the
selected documents was, on average, seven times (or more) the length of the abstracts
of the next two corpora. The distribution and the features of this corpus are shown in
Table 1. The information in the table includes: number of documents per category (#
docs), size of the corpus (in bytes), number of categories (# categories), number of docu-
ments (# tot. docs), total number of terms (# tot. terms), vocabulary size (in terms), term
average per document (Term per doc) and overlapping among vocabulary of categories
(Overl. voc.) as defined in [31] for quantify similarity among categories.

Table 1. Main characteristics of the Micro4News corpus

Category # docs
windows.misc 11
sci.med 15
rec.autos 11
soc.religion.med 11

Feature Value
Corpus size 722492
# categories 4
# tot. docs 48
# tot. terms 125614
Voc. size 12785
Term per doc. 2616,95
Overl. voc. 0,16

3.2. The EasyAbstracts Corpus

This collection can be considered harder than the previous one because its documents
are scientific abstracts (same characteristic as CiCling-2002) and, as a consequence, are
short documents. It differs from CiCling-2002 with respect to the overlapping degree of
the documents’ vocabulary. EasyAbstracts7 documents also refer to a shared thematic
(intelligent systems) but its groups are not so closely related as the CiCling-2002 ones are.
EasyAbstracts was constructed with abstracts publicly available on Internet that corre-
spond to articles of four international journals in the following fields: 1) Machine Learn-
ing, 2) Heuristics in Optimization, 3) Automated reasoning and 4) Autonomous intelli-
gent agents. It is possible to select abstracts for these disciplines in a way that two ab-
stracts of two different categories are not related at all. However, some degree of com-
plexity can be introduced if abstracts of articles related to two or more EasyAbstracts’s

6Available for research purposes at http://www.dirinfo.unsl.edu.ar/∼ia/resources/micro4news.rar.
7Available for research purposes at http://www.dirinfo.unsl.edu.ar/∼ia/resources/easyabstracts.rar.



categories are used8. EasyAbstract includes a few documents with these last features in
order to increase the complexity with respect to the Micro4News corpus. Nevertheless,
a majority of documents in this collection clearly belong to a single group. This last
fact allows us to assume that this collection has a lower complexity degree than the Ci-
Cling2002 corpus to be described in the next subsection. The distribution and features of
the EasyAbstracts corpus are shown in Table 2.

Table 2. Main characteristics of the Easy-abstracts corpus

Category # docs
Heuristics in Optimization 11
Machine Learning 15
Automated Reasoning 11
Aut. Intelligent Agents 11

Feature Value
Corpus size 63018
# categories 4
# tot. docs 48
# tot. terms 9261
Voc. size 2169
Term per doc. 192,93
Overl. voc. 0,13

3.3. The CICLing-2002 Corpus

The documents in this collection have features that increase the inherent complexity of
the two previous corpora. In this case, we have to deal with short texts (abstracts) which
belong to very related areas. This dataset is made up of 48 abstracts from the Computa-
tional Linguistics domain, which correspond to articles presented at the CICLing 2002
conference. Despite the small size, this collection has been used in different experiments
(see [17,2,18,28,3,9,20]). The distribution and the features of this corpus are shown in
Table 3.

Table 3. Main characteristics of the CICLing-2002 corpus

Category # docs
Linguistics 11
Ambiguity 15
Lexicon 11
Text Processing 11

Feature Value
Corpus size 23971
# categories 4
# tot. docs 48
# tot. terms 3382
Voc. size 953
Term per doc. 70.45
Overl. voc. 0,22

8For instance, abstracts which refer to learning intelligent agents or agents with high level reasoning capa-
bilities.



4. Parameter Settings and Analysis of Results

The documents were represented according to the VSM, with a ntc codification and their
similarity was estimated with the popular cosine measure9. The results reported in this
section, correspond to the best values obtained with CLUDIPSO and CLUCOPSO over
50 independent runs per problem, with 10,000 iterations (cycles) per run. The parameter
settings described below were empirically derived after numerous experiments.

CLUDIPSO used the following parameters: swarm size = 50 particles, dimensions
at each particle = number of documents (n), pm_min = 0.4, pm_max = 0.9, inertia
factor w = 0.9, personal and social learning factors for γ1 and γ2 were set to 1.0.

The parameters for CLUCOPSO were: swarm size = 50 particles, inertia factor w =
0.7, personal and social learning factors for γ1 and γ2 were set to 1.7. It is important to
note that, in the preliminary experiments, the initial size of the particles was (K × T )
as described in Section 2. However, the high computational requirements observed in
these cases, made necessary the use of the dimensionality reduction methods explained
in Section 2.2.1. Thus, the actual dimension of each particle was (K× T̂ ), where T̂ is the
size of the reduced vector space obtained with the TP or RI methods, with T̂ << T . The
best T̂ values for both methods in each collection were empirically derived according to
the criteria proposed in [9], and are listed in Table 4.

Table 4. Best T̂ values for the different collections and dimensionality reduction methods.

Collection Transition Point Random Indexing
Micro4News 1227 (10%) 55
EasyAbstracts 177 (10%) 90
CICLing2002 224 (20%) 55

The results of CLUDIPSO and CLUCOPSO were compared with the results ob-
tained with other three clustering algorithms: K-means, MajorClust [32] and DB-
SCAN [33]. K-means is one of the most popular clustering algorithms and, MajorClust
and DBSCAN are representative of the density-based approach to the clustering problem.
Basically, these two last algorithms attempt to separate the set of objects (documents)
into subsets of similar densities. Our motivation for choosing these two density-based
algorithms was to compare the performance of our algorithms with other approaches that
also attempt to maximize the density of the resulting groups. Furthermore, MajorClust
has shown in recent works to be one of the most successful algorithms for document
clustering in general and short-text clustering problems in particular. A significative dif-
ference between the algorithms considered is whether the algorithm requires information
or not, about the number correct of groups (K). This information has to be provided to
K-means, CLUDIPSO and CLUCOPSO but MajorClust and DBSCAN determine the
number of clusters K automatically.

4.1. Micro4News

Our analysis of the results obtained by the different algorithms focused on: a) the EDM
ρ̄ (that we will refer as ρ̄ from now on) and F -measure values (Table 5) and b) the GS

9The only exceptions to this scheme were the experiments that used RI as dimensionality reduction method,
where an ad-hoc representation was used.



and F -measure values (Table 6). The F -measure values are listed in order to show how
related these values are to the values obtained with the corresponding validity measure
(ρ̄ or GS). Those values highlighted in bold in the different tables, will indicate the best
results for the different evaluated aspects.

We started our study considering the Micro4News collection, a corpus that has not
shown too much complexity in recent studies on document clustering [20,9,29]. In Ta-
ble 5 we can observe that CLUCOPSO obtains the highest values of ρ̄avg , ρ̄min and
ρ̄max for this collection. However, this algorithm gives quite poor results with respect to
the F -measure. These results seem to be in contradiction with previous works [4,3] that
have reported a good correlation level between both measures. However, we have to con-
sider that CLUCOPSO works on a reduced vector space and that, due to this aspect, the
computation of the similarity measure and the density of the results will be affected10. In
this case, the dimensionality reduction allowed to obtain higher density values than when
the total vocabulary was used, but this reduction also affected the quality of the similarity
measure and the obtained results. In the next subsections, we will see that CLUCOPSO
also showed this particularity on the remaining collections.

Table 5 also shows that three algorithms (K-means, MajorClust and CLUDIPSO)
obtain the same Fmax value (0.96) but only CLUDIPSO achieves the highest Favg and
Fmin values. These results reveal a tendency of CLUDIPSO to produce uniform and
high quality results in simple collections, when ρ̄ is used as objective function.

The good performance of CLUDIPSO is still more evident when GS is the function
to be optimized, as can be seen in Table 6. In this case, this algorithm achieves the best
results for all the criteria under consideration. Furthermore, all the groupings generated
by CLUDIPSO had GS values greater than 0.69 and, according to the results reported
in [34] these values indicate clustering results with excellent separation between clusters.
With respect to the F -measure, the CLUDIPSO’s performance is even better, being the
only algorithm which obtains the highest possible F -measure value (Fmax = 1) that
corresponds to the optimum clustering (according to the criteria of a human expert).

Table 5. Micro4News: ρ̄ and F -measure values for the different algorithms.

Algorithm ρ̄avg ρ̄min ρ̄max Favg Fmin Fmax

K-Means 0.99 0.89 1.07 0.69 0.46 0.96
MajorClust 1.08 1.05 1.10 0.90 0.76 0.96
DBSCAN 1.05 1.01 1.10 0.82 0.71 0.88
CLUDIPSO 1.07 1.06 1.07 0.93 0.87 0,96
CLUCOPSO 1.11 1.10 1.12 0.71 0.62 0.78

In the previous description of the results, we have not specified which was the di-
mensionality reduction method used by CLUCOPSO with the different ICVMs. When
ρ̄ was used as objective function, the TP method showed the best results and with the
GS coefficient RI had a better performance. This same correlation in the performance
between ρ̄ and the TP method, and GS and the RI method, was also observed in the
remaining collections.

10We verify this claim by means of an analysis of the results obtained with both reduction methods (TP and
RI), according to the criteria suggested in [9].



Table 6. Micro4News: GS and F -measure values for the different algorithms.

Algorithm GSavg GSmin GSmax Favg Fmin Fmax

K-Means 0.39 0.05 0.74 0.69 0.46 0.96
MajorClust 0.69 0.64 0.74 0.90 0.76 0.96
DBSCAN 0.54 0.36 0.67 0.82 0.71 0.88
CLUDIPSO 0.72 0.69 0.74 0.93 0.85 1
CLUCOPSO 0.26 0.19 0.36 0.68 0.55 0.88

4.2. EasyAbstracts

In this collection, the results shown in Table 7 confirm the trend exhibited by CLU-
COPSO to produce clusterings with high ρ̄ values and low F -measure values. However,
we can now observe that other two algorithms, MajorClust and CLUDIPSO, obtain com-
parable ρ̄ values to those obtained by CLUCOPSO and even better ρ̄min values. These
algorithms also give the highest quality results with respect to the F -measure, with a
small difference in favour of MajorClust in the Fmax value, and a better performance of
CLUDIPSO with respect to the Fmin and Favg values.

When the GS coefficient is considered, the superiority of CLUDIPSO on the other
algorithms is evident, as can be seen in Table 8. Here, only one algorithm, Major-
Clust, obtained the same GSmax and Fmax values as CLUDIPSO. The other PSO-based
method, CLUCOPSO, improved in this case its performance with respect to the previous
experiments, and gave higher quality results than other more elaborated algorithms such
as K-means and DBSCAN.

Table 7. EasyAbstracts: ρ̄ and F -measure values for the different algorithms.

Algorithm ρ̄avg ρ̄min ρ̄max Favg Fmin Fmax

K-Means 0.9 0.86 0.92 0.53 0.38 0.72
MajorClust 0.94 0.93 0.96 0.69 0.44 0.98
DBSCAN 0.93 0.91 0.94 0.66 0.62 0.72
CLUDIPSO 0.94 0.93 0.95 0.86 0.63 0.96
CLUCOPSO 0.98 0.92 1.03 0.48 0.37 0.72

Table 8. EasyAbstracts: GS and F -measure values for the different algorithms.

Algorithm GSavg GSmin GSmax Favg Fmin Fmax

K-Means 0.08 -0.05 0.29 0.53 0.38 0.72
MajorClust 0.31 -0.01 0.50 0.69 0.44 0.98
DBSCAN 0.23 0.08 0.32 0.66 0.62 0.72
CLUDIPSO 0.47 0.44 0.50 0.92 0.85 0.98
CLUCOPSO 0.25 0.21 0.32 0.60 0.48 0.83

4.3. CICLing2002

An interesting question that arises from the previous experiments is if the good per-
formance of CLUDIPSO with respect to the other algorithms considered in our study,



can also be expected with other more difficult collections. According to previous
works [20,9,29], CICLing2002 appears to present such difficulty level.

In Table 9, we can observe that CLUCOPSO once more yield the highest ρ̄ values,
but inadequate F -measure values. However, it is interesting to analyze the ρ̄ values of
the other algorithms. We can note that MajorClust, DBSCAN and CLUDIPSO obtain
very similar values for this ICVM. CLUDIPSO and MajorClust obtain the highest val-
ues of ρ̄avg and ρ̄min for this collection. However, CLUDIPSO is outperformed by both
density-based algorithms (DBSCAN and MajorClust) if we consider the results of ρ̄max.
In order to understand this last result, it is important to consider that both density-based
algorithms can generate clusterings with different number of groups. Furthermore, in
previous works we have observed that higher values of ρ̄ can usually be obtained when
the result has a smaller number of groups. CLUDIPSO and K-means only can gener-
ate clusterings with a fixed number of groups and, therefore, it is impossible for these
algorithms to reach these ρ̄ values.

With respect to this last aspect, the GS measure is not affected by the number of
clusters obtained and, therefore, it can be more informative to consider the GS values
presented in Table 10. Here, we can observe that CLUDIPSO clearly outperforms the
GS values of all the remaining algorithms. On other hand, if we now consider the F -

Table 9. CICLing2002: ρ̄ and F -measure values for the different algorithms.

Algorithm ρ̄avg ρ̄min ρ̄max Favg Fmin Fmax

K-Means 0.87 0.84 0.91 0.46 0.35 0.57
MajorClust 0.92 0.91 0.94 0.43 0.37 0.58
DBSCAN 0.91 0.88 0.95 0.47 0.42 0.56
CLUDIPSO 0.92 0.91 0.93 0.63 0.42 0.74
CLUCOPSO 1.07 1.06 1.11 0.42 0.37 0.52

Table 10. CICLing2002: GS and F -measure values for the different algorithms.

Algorithm GSavg GSmin GSmax Favg Fmin Fmax

K-Means 0.07 -0.06 0.22 0.46 0.35 0.57
MajorClust 0.14 -0,24 0.36 0.43 0.37 0.58
DBSCAN 0.08 -0.11 0.21 0.47 0.42 0.56
CLUDIPSO 0.39 0.36 0.41 0.6 0.5 0.72
CLUCOPSO 0.16 0.14 0.18 0.52 0.48 0.61

measure values obtained by CLUDIPSO when it used ρ̄ (Table 9) and GS (Table 10) as
objective functions, in both cases this algorithm obtained excellent results with respect to
the F -measure, outperforming all the remaining algorithms. We can also note this good
performance of CLUDIPSO with respect to MajorClust in Figure 1 where the F -measure
values obtained by CLUDIPSO and MajorClust are compared. Here, we can observe
that the majority of results produced by CLUDIPSO have F -measure values greater than
0.55. These results differ significatively of those obtained by MajorClust, which obtains
a majority of F -measure values lower than 0.5.

The CLUCOPSO’s performance presented in Table 10 also deserves a special
comment. We can observe, that this algorithm achieves the second best results (after
CLUDIPSO) in all the criteria related to the F -measure. These results suggest that, in
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Figure 1. CICLing2002: EDM ρ̄ vs F -measure for MajorClust (left) and CLUDIPSO (right).

collections with a considerable difficulty level, this approach can be an alternative as
good as other more traditional methods.

Based on these results we can conclude that CLUDIPSO, used as an optimization
algorithm of different ICVMs such as ρ̄ or GS, gives very good F -measure values in
collections with diverse complexity levels. In particular, using this algorithm with the
GS coefficient, the best results were obtained on all the collections considered in our
study. CLUCOPSO does not show as good results as CLUDIPSO but, in collections of
medium and high complexity, it can obtain results comparable to other more traditional
approaches, when GS is used as objective function.

Conclusions and Future Work

In this work, we analyzed the use of PSO-based approaches for clustering short-text
corpora. Our study included: a) a novel discrete PSO-based algorithm adapted for this
kind of problems (CLUDIPSO), b) a continuous PSO-based algorithm with a reduced
vector space (CLUCOPSO) and c) the use of two interesting ICVMs (ρ̄ and GS) as
explicit objective functions to be optimized.

The experimental work showed that these PSO-based approaches can be highly com-
petitive alternatives for tackling the problem of clustering short-text corpora. In particu-
lar, CLUDIPSO had a consistent performance on all the collections considered, outper-
forming the most effective algorithms in this area when the GS coefficient was used as
objective function. The best results of CLUCOPSO also were obtained with this coeffi-
cient, but only were competitive in collections of medium and high complexity.

Both ICVMs used in the experiments look as acceptable objective functions for our
optimization algorithms, but GS does not seem to be as affected as ρ̄ by changes in the
dimensionality of the search space, or the number of clusters in the results. In these cases,
GS always showed a good correlation level with the F -measure values.

The dimensionality of the particles was a significative problem in the experiments
with CLUCOPSO, and a previous dimensionality reduction process was required to over-
come this problem. However, this solution also has its problems because it seems to affect
the quality of the results with respect to the use of the original vocabulary. We consider
that, in order to obtain better results using this type of representation, some additional
work is necessary on more effective dimensionality reduction methods.



An interesting aspect of the experimental work, was the high F -measure values
obtained with CLUCOPSO, even in those cases where it did not achieve the highest
values of the corresponding validity measure. This suggests that the mechanisms used in
this algorithm for clustering of documents usually agree with the grouping criteria of a
human expert and it deserves additional research work. In this case, would be interesting
to compare the CLUCOPSO algorithm with other optimization algorithms, using the
same ICVMs.
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